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Abstract—This paper investigates the Multi-Target Tracking
(MTT) for embedded systems. Many real-time tracking appli-
cations, like surveillance with Unmanned Aerial Vehicle (UAV),
objects tracking with smart phones or smart cameras, require the
use of embedded systems that are constrained by the size and the
energy consumption of the calculator. However, the existing MTT
methods are not compatible with these constrains: small amount
of memory, relatively low frequency clock and lack of Floating
Point Unit (FPU). To overcome the challenge of using MTT
algorithms in embedded platforms, we first compared the existing
MTT methods according to their tracking quality and processing
complexity. We selected Gaussian Mixture Probability Hypothesis
Density filter (GM-PHD) for an embedded implementation. To
decrease the complexity of the algorithm and to ensure the real-
time processing, we performed some approximations to simplify
its operations and floating-point to fixed-point conversion to
improve its performance on an embedded processor without FPU.
The results obtained demonstrate the possibility for MTT to be
implemented in an embedded system with almost no degradation
of the tracking quality and the overall performances.

I. INTRODUCTION

Multi-Target Tracking (MTT) involves the estimation of
an unknown time varying number of targets and their states
according to a set of observations given by one or more
sensors. To solve this challenge several algorithms are de-
veloped and used in many applications like Advanced Driver
Assistance Systems or surveillance [1], [2]. However, some of
these applications are constrained by the size and the energy
consumption of the calculator processing these algorithms,
as in the case of tracking objects with smart embedded
cameras or when used in an Unmanned Aerial Vehicle (UAV).
These constrains imply the use of energy efficient embedded
platforms. Compared to a PC platform, embedded platforms
are generally characterized by a small amount of memory, a
low clock frequency processor and a lack of floating point unit.
For all these reasons, the MTT for embedded systems requires
to choose the algorithm ensuring the best trade-off between
the tracking quality and the computing resources required. The
optimization of the MTT algorithm is therefore mandatory for
an embedded implementation.

This paper aims to demonstrate that even if the MTT
methods of the state-of-the-art seem to be computationally
expensive, some of them can be implemented and run in real-
time on a small calculator. In the first section of this paper,
we compare the most known MTT algorithms found in the
literature according to their tracking quality and complexity, in

order to select the most promising one for embedded systems.
The selected algorithm is detailed, in the second section, to
identify the operations with heavy load. The third section
analyzes the algorithm complexity and explains all the approx-
imations made to adapt the MTT algorithm for an embedded
implementation. Finally, the gain in the processing speed and
the degradation caused by the adaptation are presented for two
different processors.

II. MULTI-TARGET TRACKING

MTT aims to estimate the states of targets from a set of
observations given by one or more sensors. The MTT process
is performed by two steps:

1) Prediction step: predicts the states of the tracks at
time k from the states of the tracks at time k − 1
using a state model.

2) Update step: uses the observations given by the sensor
to update the states of the tracks.

In multi-target environment, the sensor can miss-detect some
existing targets as it can give some observations that do not
correspond to any of the targets. Indeed, the number of obser-
vations is not necessarily the same as the number of existing
targets. Furthermore, usually there is no information about the
association tracks-observations. To solve this problem, many
algorithms were developed. In this section, we present the most
known.

The Global Nearest Neighbor (GNN) [3] is the simplest
method solving the MTT association problem. First, a gating
step is used to select for each track the observations that may
be associated to it. The gating process consists in defining
for each track at time k − 1 a region, called Gate, where the
observations generated by this track at time k are supposed
to be. All the observations falling in the Gate of a track may
be associated to it and are called validated observations. All
the observations falling outside of the track’s Gate could not
be associated to this track. The gating process is frequently
based on Mahalanobis distance. This distance implies matrix
inversion which can be computationally expensive in an em-
bedded platform. In GNN method, the criteria is to select
the association tracks-observations that minimizes the sum of
Mahalanobis distances between the predicted and the collected
observations, by respecting the rules :

• one observation cannot be associated to more than one
track



• one track cannot be associated to more than one
observation

GNN is a hard decision mechanism that updates one track
by one observation at most. GNN can be seen as a two-
dimensional assignment problem for which there are iterative
algorithms that solve the problem optimally in a polynomial
complexity [4]. The type of operations used by the assign-
ment algorithms are additions and subtractions. Furthermore,
the memory required is the storage of an N × M matrix
and two vectors of size N and M (N : number of tracks,
M : number of observations). These specifications make the
embedded implementation of GNN easy and efficient for a
few number of targets and observations. Once the association
track-observation is performed, the update step is carried out
as in a single-target tracking problem by using a Kalman
filter or a particle filter. GNN has been successfully applied
in cases of moderate target density and light clutter. However,
when the density of clutter becomes high or the targets get
closer, GNN cannot handle the tracking. Moreover, tracks
initialization and termination cannot be performed explicitly
by the GNN algorithm which requires the use of an external
track manager algorithm.

Another popular approach is the Joint Probabilistic Data
Association (JPDA) [3], [5], which, unlike the GNN, is a
soft decision mechanism. Indeed, after the gating step, in-
stead of using one observation to update the track, JPDA
uses the contribution of all the observations falling in the
track’s Gate to update its state. Moreover, this approach
takes into consideration the fact that an observation can be
generated from clutter. For each observation, an association
probability is computed and used to weigh the contribution
of this observation in the state’s update. The computation of
the association probability needs to use complex operations:
exponential, square-root and determinant of matrix. JPDA can
resolve an association conflict between two targets that share
one or more observations after the gating step by generating all
the hypothesis of feasible associations respecting these rules:

• one observation cannot be associated to more than one
target but it can be associated to the clutter

• one target cannot generate more than one observation

For each hypothesis, the probability is computed and used to
evaluate the association quality. All the details about the hy-
pothesis generating and association probability computing can
be found in [3], [5]. The hypothesis generation is a combina-
torial problem where the number of hypothesis increases with
the number of observations and the targets in conflict. This
makes the amount of memory and the computing resources
required for running JPDA large and unpredictable which
causes problems in embedded platforms where the memory
use should be optimized. The prediction and the update steps
are both based on Kalman filter. JPDA approach performs well
in clutter environment for a known small number of targets.
Indeed, like GNN, JPDA approach needs an external algorithm
to manage the initialization and termination of tracks.

Another method that resolves all the tracking problems is
Multiple Hypothesis Tracking (MHT) [6]. Unlike both meth-
ods presented above, MHT approach ensures the initialization
and the termination of tracks. It can manage the tracking of an

unknown and time varying number of targets by considering
that each observation can be only generated from an existing
target, a clutter or a new target. As in the JPDA method, after
the gating step, MHT generates all the feasible associations
hypothesis. Then, it propagates them over time and uses
them to make a deferred decision about the best association
observations-tracks. By the way, the best association at time
k−N is selected at time k. N is the number of scans required
for the hypothesis to be propagated in order to resolve the
conflict between the targets. The deferred decision can be
problematic for real-time applications.

For each track included in the hypothesis, a score is
computed based on the Log-Likelihood Ratio (LLR) which
involves the use of logarithm, square-root and division opera-
tions. This score is used to evaluate the hypothesis probability
which requires the use an exponential operation [6]. The
probability of a track is the sum of all the probabilities of
the hypothesis including this track. The hypothesis generation
process is combinatorial and the number of hypothesis at time
k depends on the number of the collected observations and
the number of the hypothesis at time k − 1 that depends on
N . To reduce the number of hypothesis, several techniques
has been used: clustering (put in the same cluster the targets
in conflict), hypothesis and tracks pruning (deletion of the
tracks and hypothesis having low score or low probability),
and tracks merging (fusion of the tracks that are close to each
other) [3]. Even though, the number of hypothesis can remain
large and very dependent on the tracking scenario. This leads
to an unpredictable and important computing resources and
memory. There are two approaches to implement the MHT:
hypothesis-oriented approach (HOMHT) presented above and
track-oriented approach (TOMHT) [6]. Unlike the HOMHT
that maintains the hypothesis from scan to scan, the TOMHT
maintains a set of tracks. These tracks are used to generate
the hypothesis. TOMHT requires less computing resources
because the number of maintained tracks is always lower
than the number of hypothesis. However, the combinatorial
aspect of the hypothesis generation makes it computationally
expensive. A comparison of the tracks maintenance as a
function of the false alarm density between GNN, JPDA and
MHT was performed in [3]. The results obtained show that
MHT performs better than JPDA and GNN for high clutter
density and JPDA outperforms GNN.

All the presented methods are based on a gating process
and designed for observations-tracks association. Alternatively,
Mahler [7], [8] developed a multi-target Bayes filter for MTT
by considering the set of tracks as a global track and the set of
observations as a global observation. Indeed, this filter does not
require, explicitly, a gating process nor an association method.
The state of the system is modeled as a Random Finite Set
(RFS) where the cardinality represents the number of targets
and the elements of the RFS the state vectors of the targets.
In the same way, the observations collected by the sensor are
modeled as a RFS where the cardinality represents the num-
ber of observations and each element an observation vector.
Based on that, multi-target likelihood function and multi-target
Markov transition density were developed in analogy to the
classical Bayes filter. Then, the predictor and the corrector are



defined respectively by the equations (1) and (2).

πk|k−1(Xk|Z(k−1)) =∫
fk|k−1(Xk|Xk−1)πk−1|k−1(Xk−1|Z(k−1)) dXk−1

(1)

πk|k(Xk|Z(k)) =
gk(Zk|Xk)πk|k−1(Xk|Z(k−1))∫
gk(Zk|Xk)πk|k−1(Xk|Z(k−1)) dXk

(2)

Xk is the multi-target state-set at time k, Zk is the observation-
set at time k, πk−1|k−1(Xk−1|Z(k−1)) is multi-target posterior
density at time k−1, gk(Zk|Xk) is the multi-target likelihood
of observing the observation-set Zk given multi-targets state-
set Xk, fk|k−1(Xk|Xk−1) is the multi-target Markov transition
density describing the transition from the multi-target state-set
Xk−1 to the multi-target state-set Xk, and Z(k) =

⋃k
i=0 Zi

represents all the observations collected by the sensor from
the beginning to the time k.

As in the classical Bayes filter, the multi-target Bayes
filter is computationally intractable. For this reason, Mahler
developed two approximations: Probability Hypothesis Density
(PHD) [7] and Cardinalized Probability Hypothesis Density
(CPHD) [9]. Unlike multi-target Bayes filter that propagates
the multi-target posterior density, the PHD approximation
propagates the intensity of the multi-target RFS which is
the first order statistical moment of the multi-target posterior
density. In addition to the propagation of the first order statis-
tical moment, CPHD approximation propagates the probability
distribution on the number of targets. However, this leads to
a higher computing complexity in the number and the type
of the operations. Both PHD and CPHD can be implemented
using Sequential Monte Carlo: SMC-PHD and SMC-CPHD, or
using Gaussian mixture: GM-PHD [10] and GM-CPHD [11],
[12]. The Sequential Monte Carlo implementation requires
more computing power compared to the Gaussian mixture
implementation [8], [10]. Indeed, only GM-PHD and GM-
CPHD are considered in the MTT algorithms comparison.
GM-PHD uses complex operations like exponential, matrix
inversion and square-root. Unlike MHT and JPDA approaches
where the number of operations depends on the tracking
scenario, the GM-PHD and GM-CPHD require a deterministic
number of operations that is only related to the number of
observations and the number of Gaussians composing the
mixture. This allows to estimate the memory amount and the
computing resources required for GM-PHD and GM-CPHD in
a deterministic way, independently of the tracking scenario.

Both PHD and CPHD can handle the initialization and the
termination of the tracks explicitly by defining a birth RFS
which includes the states where the new targets are assumed
to be born. The definition of this set can be random over the
surveillance space or deterministic if an information about
the birth of new targets exists, which is the case in many
applications. Additionally, PHD manages the spawning targets.
Concerning the tracking quality of the Gaussian mixture im-
plementations, GM-CPHD has lower variance than GM-PHD
in the estimated number of targets, however, GM-PHD has
a faster response to the change of the target number [11].
A comparison between SMC-PHD and TOMHT is performed
in [13] and shows that the SMC-PHD outperforms TOMHT.
Another comparison between TOMHT and GM-CPHD [1]
shows that GM-CPHD outperforms TOMHT.

TABLE I: Comparative of MTT approaches for embedded
system.

GNN JPDA MHT GM-PHD GM-CPHD

Tracks
maintenance

in clutter
Bad Medium Good Good Good

Estimate
the number
of targets

/ / Good Good Very-Good

Number of
operations

Low High Very-High Medium High

Complexity
of operations

Medium High High Medium Very-High

Memory Low High Very-High Medium High

Other
drawbacks

Doesn’t
manage
close
targets

Computing
resources
are
unpre-
dictable

Latency
Computing
resources
are unpre-
dictable

Information
about the
targets
birth is
required

Information
about the
targets birth
is required

In table I, a comparison of the reviewed MTT meth-
ods is performed based on the tracking quality and the
computing complexity for embedded systems. From all the
approaches, GM-PHD method provides the best trade-off
quality/complexity. However, this does not mean that the
implementation of GM-PHD is easy on embedded platforms,
because of the complexity of its operations. In the next
sections, the GM-PHD filter and its complexity are detailed.

III. GAUSSIAN MIXTURE PROBABILITY HYPOTHESIS
DENSITY

The PHD filter is an approximation of the multi-target
Bayes filter, given by the equations (1) and (2). It manages the
maintenance, the termination and the initialization of tracks.
The initialization of tracks can be caused by the birth of new
targets or by the targets spawned from existing targets. In
this paper, we focus only on non-spawning targets tracking
problems. Indeed, the PHD and GM-PHD presented in this
section do not support the spawning targets. In the PHD, the
propagation of the first order statistical moment rather than
multi-target posterior density leads to the PHD-predictor and
the PHD-corrector given, respectively, by equations (3) and (4).

Vk|k−1(xk) = γk(xk)

+

∫
ps,k(xk−1)fk|k−1(xk | xk−1)Vk−1|k−1(xk−1) d xk−1

(3)

Vk|k(xk) = [1− pD,k(xk)]Vk|k−1(xk)

+
∑
z∈Zk

pD,k(xk)gk(z| xk)Vk|k−1(xk)
κk(z) +

∫
pD,k(xk)gk(z|ζ)Vk|k−1(ζ) d ζ

(4)

Vk|k(.) is the intensity of the multi-target RFS at time k, γk(.)
is the intensity of the RFS modeling new targets’ birth at time
k, ps,k(xk−1) is the probability of the target whose state is
xk−1 at time k − 1 to survive at time k, pD,k(xk) is the
probability to detect a target having a state xk at time k, κk(.)
is the intensity of the RFS modeling clutter at time k.

The PHD as defined by the PHD-predictor and the PHD-
corrector is intractable because of the integrals computation.
To alleviate the computational intractability, Vo et al [10]



modeled the intensity of multi-target RFS as a Gaussian
mixture by assuming that:

- fk|k−1(.|.) and gk(.|.) are linear and Gaussian

fk|k−1(xk | xk−1) =N (xk;Fk xk−1, Qk)

gk(z | xk) =N (z;Hk xk, Rk)

- ps,k(.) and pD,k(.) are state independent

ps,k(x) = ps,k, pD,k(x) = pD,k

- γ(.) is a Gaussian mixture

γk(x) =

Jγ,k∑
i=1

ω
(i)
γ,kN (x;m

(i)
γ,k,P

(i)
γ,k)

For each Gaussian mixture of the form GM(x) =∑J
i=1 ω

iN (x;mi,Pi), J represents the number of Gaussians
in the mixture, ωi,mi and P i represent respectively the weight,
the mean and the covariance of the ith Gaussian.

If the above assumptions are respected and
the multi-target intensity at time k − 1 is a
Gaussian mixture of the form Vk−1|k−1(xk−1) =∑Jk−1|k−1

i=1 ω
(i)
k−1|k−1N (xk−1;m

(i)
k−1|k−1,P

(i)
k−1|k−1), the

predicted multi-target intensity Vk|k−1(xk|k−1) will be a
Gaussian mixture given by the equation (5).

Vk|k−1(xk|k−1) =

Jγ,k∑
i=1

ω
(i)
γ,kN (xk|k−1;m

(i)
γ,k,P

(i)
γ,k)

+

Jk−1|k−1∑
i=1

ω(i)
p N (xk|k−1;m

(i)
p ,P(i)

p )

(5)

Where

ω(i)
p = ps,kω

(i)

k−1|k−1
(6)

m(i)
p = Fkm

(i)

k−1|k−1
(7)

P(i)
p = Qk + Fk P

(i)

k−1|k−1
FTk (8)

AT is the transpose of the matrix A.

In the same way, assuming that the predicted multi-target
intensity is a Gaussian mixture of the form Vk|k−1(xk|k−1) =∑Jk|k−1

i=1 ω
(i)
k|k−1N (xk|k−1;m

(i)
k|k−1,P

(i)
k|k−1), the posterior

multi-target intensity Vk|k(xk|k) at time k will be a Gaussian
mixture given by the equation (9).

Vk|k(xk) =
Jk|k−1∑
i=1

ω
(i)
cndN (xk;m

(i)

k|k−1
,P

(i)

k|k−1
)

+
∑
z∈Zk

Jk|k−1∑
i=1

ωcd(z)
(i)N (xk;mcd(z)

(i),P
(i)
cd )

(9)

where

ω
(i)
cnd = (1− pD,k)ω(i)

k|k−1
(10)

ωcd(z)
(i) =

1√
(2π)n|S(i)|

×
pD,kω

(i)

k|k−1
e−0.5(z−m(i))T S(i)−1

(z−m(i))

κk(z) + L(z)

(11)

m(i) = Hkm
(i)

k|k−1
(12)

S(i) = Rk +Hk P
(i)

k|k−1
HT
k (13)

L(z) =

Jk|k−1∑
j=1

pD,kω
(j)

k|k−1√
(2π)n|S(j)|

e−0.5(z−m(j))T S(j)−1
(z−m(j)) (14)

mcd(z)
(i) = m

(i)

k|k−1
+K

(i)
k (z −m(i)) (15)

P
(i)
cd = [I −K(i)

k Hk] P
(i)

k|k−1
(16)

K
(i)
k = P

(i)

k|k−1H
T
k S

(i)−1
(17)

Equations (5) and (9) show that the number of Gaussians
composing the mixture, that models the multi-target intensity,
increases from Jk−1|k−1 at time k− 1 to Jk|k = (Jk−1|k−1 +
Jγ,k)(Mk +1) at time k, where Mk represents the number of
observations at time k. To limit the number of Gaussians Jk|k
to Jmax, a merging and pruning step was developed by Vo.
Indeed, the Gaussians with weights lower than th are pruned.
If the Mahalanobis distance between two Gaussians is lower
than the threshold U , they are merged. After the pruning and
merging, only the Jmax Gaussians with the highest weights
are kept for the next time. The original GM-PHD does not
handle the tracks labeling, i.e. allows to each track an ID. In
this work, we use the labeling method described in [14]. It
consists in affecting to each Gaussian in the mixture a label
and propagates this label over time.

IV. COMPLEXITY ANALYSIS AND ALGORITHM
SIMPLIFICATION

Based on the equations of GM-PHD, we analyze in this
section the type and the number of operations, and the mem-
ory that it requires. Indeed, to evaluate the prediction step
given by equation (5), the computation of the equations (6-
8) are required. In the same way, the evaluation of equa-
tion (9) implies the computation of the equations (10-17).
However, the terms that are already computed will not be
computed once again. For example, in equation (14), the
only operation to perform is the sum, because the terms
pD,kω

(i)

k|k−1√
(2π)n|S(i)|

e−0.5(z−m
(i))TS(i)−1

(z−m(i)) for i = 1, ..., Jk|k−1

are already computed in the equation (11). The table II shows
the type and the number of operations performed by each
equation.

The memory required by the GM-PHD includes the Gaus-
sian mixture, the state model, the observations and the in-
termediate variables. Indeed, for each Gaussian the weight
(scalar), the mean (vector of n elements) and the corvariance
(n×n matrix) should be stored. For a mixture composed from
Jk|k−1(M+1) Gaussians, Jk|k−1(M+1)(n2+n+1) elements
are stored. Concerning the state model, GM-PHD requires to
store F, Q, H and R which is equivalent to 2n2 +nm+m2

elements, where m is the dimension of the observation vector.
The observations collected by the sensor generate a matrix of
size M×m. Based on our implementation of GM-PHD, some
intermediate variables are needed. A vector ωtmp of Jk|k−1
elements is required to store the weights of the Gaussian



TABLE II: Type and number of operations performed by the
GM-PHD algorithm.

OP
Eq6 Eq8 Eq11 Eq16
Eq7 Eq10 Eq15

ADD
0 2n2Jk−1

(n− 1)
Jk|k−1(Mm2+mn2+nm2−m)

Jk|k−1n
2

(n+
m− 2)Jk−1n

(n−1)
0 Jk|k−1(mn

2 + nm2 − 2nm+
2Mnm)

SUB
0 0 MJk|k−1m Jk|k−1n

2

0 1 Jk|k−1Mm

MUL
Jk−1 2Jk−1n

3 Jk|k−1(n+2+mn+mn2+nm2)

+Jk|k−1M(m2 +m+ 2)
Jk|k−1n

2

(n+m)
Jk−1n

2 Jk−1 Jk|k−1(mn
2 + nm2 +Mnm)

DIV
0 0 Jk|k−1 +M 0
0 0 0

EXP
0 0 MJk|k−1 0
0 0 0

SQRT
0 0 Jk|k−1 0
0 0 0

MINV
0 0 Jk|k−1 0
0 0 0

DET
0 0 Jk|k−1 0
0 0 0

ADD=addition, SUB=subtraction, MUL=multiplication,
DIV=division, EXP=exponential, SQRT=square-root,
MINV= m × m matrix-inversion, DET=determinant of matrix
m×m, M : the number of observations at time k, n: the dimension
of the state vector and m: the dimension of the observation vector.

mixture resulted from the prediction step. The intermediate
variables used in the correction step imply the storage of
n2 + 2m2 + nm + 2m elements. Based on this analysis, the
coding of the different variables will give an estimation of the
memory required by GM-PHD.

The pruning and merging method is a required step to limit
the number of Gaussians in the mixture. The original pruning-
merging method involves a vector sort to select the Gaussian
with the highest weight. Moreover, Mahalanobis distances
between the selected Gaussian and all the other Gaussians
is computed to select the Gaussians that should be merged.
From the computing side, this method has a complexity of
[Jk|k−1(M +1)]2. The type of operations is addition, subtrac-
tion, multiplication, division and matrix-inversion in the state
space (because of Mahalanobis distance).

Based on the table II and the memory analysis performed,
setting the parameters n = 4, m = 2, M = 20, Jmax = 20,
Jγ,max = 4, the total number of operations for the GM-PHD
can be given by the table III. GM-PHD can track until 20
targets, with these parameters.

Tables II and III show that the number of operations and
the memory required by GM-PHD are low. However, some
operations (EXP, SQRT, MINV and DET) are complex and
need iterative algorithms to be performed, which involves more
operations and/or memory. The complexity of the inversion or
computing the determinant of a n × n matrix is O(n3). For
the square-root and the exponential functions, Cordic algo-

TABLE III: Total number of operations for a tracking scenario:
n = 4, m = 2, M = 20, Jmax = 20, Jγ,max = 4.

ADD SUB MUL DIV EXP SQRT MINV DET elements
to store

15168 2305 15544 44 480 24 24 24 10728

rithm [15] or Taylor series are often used. These algorithms are
iterative and require significant computing resources depending
on the precision of the results. These operations slow down the
execution of GM-PHD, especially in an embedded processor.

To simplify these operations, we performed some approx-
imations at the algorithm level and at the operation level. The
defined approximations are performed for the case where a
multi-target are tracked in the plane x−y with the assumption
that the state vector is propagated over the state model with the
same effect for x and y. We focused our work in this tracking
scenario because it is the most used scenario in the literature
for multi-target tracking.

The first approximation is to take into account only the
diagonal of the covariance matrices of the Gaussians and
the innovation covariance S. This approximation allows to
avoid the matrix inversion operations, the matrix determinant
computation and reduce the size of covariance matrices from
n2 to n. Indeed, the matrix-inversion is transformed to m
divisions and the computation of the determinant of the matrix
to m multiplications. To avoid losing the information of the
correlation between the velocity and the position contained
in the innovation-matrix S, we calculate S based on the
full covariance matrix given by the prediction step and we
only keep its diagonal. Moreover, the assumption that x and
y undergo the same effect allows to avoid the computation
of square-root. In this case, the innovation-variance for x
and y are always equal. Using the approximation that S is
diagonal and assuming that the sensor gives only the positions
x and y, allow to write the determinant of S in the form
DET(S)= 1

σ2
in x

= 1
σ2
in y

where σ2
in var is the innovation

variance of the variable var.

The pruning-merging step is useful for the GM-PHD
because it limits the number of Gaussians in the mixture.
However, the merging introduces an additional computing cost.
For this reason, we only use the pruning step. In other word,
we will only keep the Jmax Gaussians with the highest weights
without merging the closest ones.

To avoid using Cordic algorithm or Taylor approximation
for the exponential computation, we approximated the inverse
of the exponential (e−z) by several linear functions depending
on the input value, as shown in the equation (18) for the case
of two linear functions.

e−z =


a1z + b1 if 0 < z < v1
a2z + b2 if v1 < z < v2
0 if z > v2

(18)

If the input value z is higher than some threshold, we con-
sider that e−z is zero. That creates an effect of gating in
the GM-PHD, and only the measures close to the track are
taken into account. With this approximation, executing e−z



is equivalent to perform one comparison, one multiplication
and one addition. Finally, a fixed-point coding of GM-PHD
on 32 bits is performed to avoid the emulation of floating-
point operations and the use of 64 bits dynamics in embedded
processors without FPU. Even in processors with FPU the
fixed-point operations are more efficient than the floating-point
operations. To improve the fixed-point implementation, we
consider the elements of the state vectors as integers. This
hypothesis is correct for some applications where the state
space is discretized like the tracking in images. In other cases,
the error introduced by this hypothesis can be insignificant
compared to the covriance of the estimated state by changing
the units of the state vector, from meter to centimeter, for
example.

The suggested approximations will introduce some degra-
dation in the tracking. The degradation is studied, in the
next section, using synthetic data and the improvement of
the execution time compared to the original GM-PHD is
demonstrated.

V. RESULTS

This section aims to evaluate the degradation of the track-
ing quality and the speedup of the execution caused by the
approximations performed on the GM-PHD approach. Indeed,
three versions of GM-PHD are implemented: the original GM-
PHD, the approximated GM-PHD with a floating-point coding
and the approximated GM-PHD with a fixed-point coding.
The degradation in the tracking quality is measured using
the Optimal Sub-Pattern Assignment (OSPA-T) distance [16]
which takes into account the errors in estimating the state
vector (position), the number of targets and the label of
each target. The number of CPU cycles is measured on two
different processors: x86 and ARM Cortex-A9 on an ARM
Versatile Express platform [17]. The memory required by each
implementation is measured by two different methods: manual
estimation by counting the bytes from the C codes of the
implementations and using Valgrind with massif tool [18] for
the run-time estimation. For illustration, a multi-target tracking
simulation example is used.

We consider a tracking scenario in the plane x−y with an
unknown and time varying number of targets. The surveillance
region is defined by x ∈ [−500, 1000] and y ∈ [−1000, 500].
We simulate six targets for the experiment where the trajecto-
ries are given in figure 1. The number of targets vary over time
and can reach five targets at the same time. The state vector of
a target at time k is xk = [x, y, vx, vy]

T where x, y represent
the target position and vx, vy the target velocity. Each target
follows the linear Gaussian dynamic model of equation (19).
The probability that the target survive at time k is ps = 0.97.

xk|k−1 =

1 0 T 0
0 1 0 T
0 0 1 0
0 0 0 1

 xk +σ
2
v


T 2

2 0 T 0

0 T 2

2 0 T
0 0 T 0
0 0 0 T

 (19)

Where σv = 5m represents the velocity standard deviation and
T = 1s the sampling period. Each target is detected with a
probability pD = 0.98 and generates an observation following
the linear Gaussian model given by the equation (20).

ẑk =

(
1 0 0 0
0 1 0 0

)
xk|k−1 +σ

2
o

(
1 0
0 1

)
(20)
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Fig. 1: Trajectories of the simulated targets: � and ◦ are,
respectively, the beginning and the end of trajectory.

σo = 10m is the observation standard deviation. The simulated
observations are affected by the presence of clutter. In this
experiment, clutter is modeled by Poisson RFS with the
intensity κk(z) = λcV u(z) where u(.) is an uniform density
over the surveillance region, V = 2.25×106m2 is the volume
of the surveillance region and λc = 10−5m−2 is the average
number of clutter per unit volume of the surveillance region.

The intensity of the RFS modeling the birth pro-
cess is γk(x) =

∑4
i=1 0.1N (x;m

(i)
γ , P

(i)
γ ) where P

(i)
γ =

diag([50, 50, 50, 50]) for i = 1 . . . 4, m(1)
γ = [700, 300, 0, 0]T ,

m
(2)
γ = [300, 250, 0, 0]T , m(3)

γ = [−200, 150, 0, 0]T and
m

(4)
γ = [−200, 200, 0, 0]T . This intensity corresponds to the

positions where the new targets, of the simulation example,
are born.

In the original GM-PHD, the pruning and merging are
performed with the thresholds thpruning = 10−5 and U =
thmerging = 4. In the approximated GM-PHD only the
pruning is performed with a threshold thpruning = 10−5. After
these steps, in both versions the number of Gaussians in the
mixture is limited by keeping only the Jmax = 10 Gaussians
with the highest weights.

To compare the tracking quality of the different imple-
mentations of GM-PHD, 500 simulations for the same targets’
trajectories of the example described above are performed. The
generation of the observations (clutter included) is independent
between simulations. The figure 2 shows the mean of OSPA-T
distance measured for the different implementations: GM-PHD
is the original implementation, FL GM-PHD is the approx-
imation with floating-point coding and FX GM-PHD is the
approximation with fixed-point coding. The tracking quality is
inversely related to OSPA-T distance. The results show that the
original implementation of GM-PHD approach outperforms
its approximations. The errors in the approximations increase
when a new target appears (times: 20, 25 and 65). Indeed,
if the observation generated by a new target is far from the
means of the Gaussian mixture modeling the birth process,
the approximated versions of the GM-PHD consider it like
clutter. This is caused by the gating effect introduced by the
approximation of the inverse of the exponential.

The effect of gating is more important in the fixed-
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Fig. 2: OSPA-T distance with p′ = p = 2 and α = c =
50 (p′, p, α and c are the OPSA-T distance parameters [16]):
GM-PHD is the original implementation, FL GM-PHD is the
approximated version of GM-PHD with floating-point coding
and FX GM-PHD is the approximated version of GM-PHD
with fixed-point coding.

point coding version because of the small dynamic covered
compared to the floating-point coding. If a track t has a low
weight at time k − 1 (which is the case for the Gaussians
modeling the birth of targets) and the highest likelihood value

Lt = max
z∈Zk

e−0.5(z−mt)T St−1
(z−mt)√

(2π)n|St|
is low (mt and St represent

respectively the mean and the innovation covariance of the
track t), the multiplication ωk−1Lt will be zero because of
the limited dynamic in the fixed-point coding. This causes the
loss of the track. However, in the floating-point coding, even
if ωk−1Lt is very low, the normalization performed in the
equation (11) will make it higher and the track will not be
lost.

In the other hand, the effect of gating can be positive for
MTT as it makes GM-PHD less sensitive to clutter. We can
see that in the figure 2 (times 1 to 20 and 100 to 105) where
the approximation versions outperform the original GM-PHD.

To quantify the degradation, we compute the Mean of the
Relative Error (MER) with equation (21). The MER for the
floating-point approximation is 11.46% and for the fixed-point
approximation is 14.62%. Indeed, the degradation introduced
by our approximations is less than 15% for the studied tracking
scenario.

MRE =
100

K

K∑
k=1

OSPAorg(k)−OSPAapp(k)
OSPAorg(k)

(21)

Where OSPAorg(k) is the OSPA-T distance for the original
implementation, OSPAapp(k) is the OSPA-T distance for the
approximated implementation, k represents time and K the
tracking sequence length.

To measure the speedup generated by the approximations,
we use the processor x86 core 2 Duo at 3 GHz and the ARM
Cortex-A9 processor running at 400 MHz. The co-processor
NEON of the Cortex-A9 is disabled in all the experiments
performed. Indeed, the number of CPU cycles required for

the execution of each version is measured by Valgrind with
callgrind tool [18] for the x86 processor and using the
hardware performance counter for the ARM Versatile Express
platform. The results obtained are shown in figure 3.
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Fig. 3: Number of CPU cycles for the different implementa-
tions of GM-PHD on x86 and ARM processors: GM-PHD is
the original implementation, FL GM-PHD is the floating-point
approximation and FX GM-PHD is the fixed-point approxima-
tion.

For the x86 processor, the execution is performed using the
FPU. The floating-point approximation of the GM-PHD allows
to speedup the execution by a factor 2.4. The improvement due
to the conversion floating-point to fixed-point is 12%. This
improvement is small and can be explained by the optimized
architecture of the FPU in x86.

For the Cortex-A9 processor, the experiment is performed
with and without using the FPU. When the FPU is enabled,
the approximation with floating-point coding is 2.48 times
faster than the original implementation. Passing to the fixed-
point coding allows an improvement by a factor 1.44. This
improvement is bigger than the one in x86 because in Cortex-
A9 the FPU is less efficient than the one in x86. However,
a gain of 1.44 remains small when a floating-point to fixed-
point conversion is performed. This is due to the efficiency
of the Cortex-A9. The execution time of GM-PHD on each
processor can be computed by dividing the number of CPU
cycles by the clock frequency of the processor. Indeed, even
if there is not a large difference in the number of CPU cycles
between x86 and Cortex-A9, the execution of GM-PHD in x86
is 10 times faster than its execution in Cortex-A9 because of
the clock frequency difference between the processors: x86 at
3 GHz and Cortex-A9 at 400 MHz. This difference makes the
real-time MTT in embedded processors more challenging.

Some embedded applications require the use of processors
with small size and low energy consumption. The FPU is
not allowed in this kind of processors because it needs non-
negligible area and consumes a lot of energy compared to
the area and the energy consumption of the processor core.
In this kind of processors the floating-point operations are
emulated. To estimate the speedup of the approximated version
in these processors, we disabled the FPU of the Cortex-A9
in the compilation step. The results obtained show that an



improvement of 3.68 when we pass from the original version to
the approximated one with floating-point coding. However, the
floating-point to fixed-point conversion improves the execution
time by a factor 8.88. This means that fixed-point implemen-
tation is 32 times faster than the original implementation of
GM-PHD.

The memory measurement is performed by two different
methods: manual estimation from the codes and using massif
tool of Valgrind. In the manual estimation, the maximum
of the stack memory is measured from the C codes with
the assumption that 100 observations are collected. However,
massif allows to measure the memory of the stack by taking
several snapshots in the run-time. The results obtained are
shown in the table IV.

TABLE IV: Memory required by the different implementa-
tions.

Implementation GM-PHD FL GM-PHD FX GM-PHD

Manual estimation
from the codes (kB)

128 59 37

Estimation using
massif (kB)

65 31 20

The memory estimated by massif is lower than the one
estimated from the codes. This means that the number of
the collected observations never reach 100. The results show
that the memory is reduced by 2 for the approximation with
floating-point coding and by 3 for the approximation with
fixed-point coding.

In addition to the memory required by each implementa-
tion, it is interesting to know the size of the executable file
generated that represents the instruction memory required for
the implementation. Depending on using or not the FPU, the
size vary, as shown in the table V.

TABLE V: Size of the executable file generated after the
compilation step for the different implementations.

Implementation GM-PHD FL GM-PHD FX GM-PHD

FPU enabled (kB) 520 480 480

FPU disabled (kB) 672 616 608

All these improvements will allow to reach real-time exe-
cution in small embedded processors for classical vision appli-
cations for instance and ensure enough computing resources to
achieve an efficient detection of targets in powerful processors.

VI. CONCLUSION

This work analyzed the possibility of multi-traget tracking
in embedded systems. After comparing the popular multi-
target tracking algorithms, we selected GM-PHD approach
that ensures the best trade-off between the tracking quality
and the computing resources required. We proposed some
approximations at the algorithm level and at the operation level
to reduce the number of operations and the memory size, in
order to allow a real-time tracking on embedded processors.

Our approximation requires 70% less memory and run 32 times
faster than the original GM-PHD in embedded processors
without a Floating Point Unit (FPU). The degradation caused
by our approximation is only 15% compared to the original
approach.

Future works will consist in combining the low complexity
GM-PHD algorithm with a human detector to track humans in
the image plan using a smart embedded camera.
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